
Tier-1 Centres
dedicated 10 Gbit/s  links

Tier-0

Tier-1 Centres
10 Gbit/s links 

cern.ch/openlabcern.ch/wlcg

Sharing resources

Secure access
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Open standards

The Grid is a service for sharing computer power and data storage capacity over the 
Internet. It goes beyond simple communication between computers, and aims ul-
timately to turn the global network of computers into one vast computational re-
source.

The impact of cutting edge IT technologies on 
the Grid is assessed in the CERN openlab. Through 
close collaboration with leading IT companies, 
CERN acquires early access to technology that is 
still several years from the commodity comput-
ing market. In return, CERN provides demanding 
data challenges to push these new technologies 
to their limits, and provides a neutral environ-
ment for integrating solutions from different 
partners to test their interoperability.

The CERN Data Centre, also known as the WLCG 
Tier-0, has around 65 000 processor cores in-
stalled, corresponding to about 20 per cent of the 
computing capacity used for LHC data analy sis. It 
also provides some 30 petabytes of disk storage 
capacity and 45 petabytes of tape storage capac-
ity. Optical fibre links working at multiples of 10 
gigabits per second connect CERN to each of the 
11 major data centres around the world, the first 
level or Tier-1 of the WLCG. 

The Grid at CERN
CERN is the place ‘where the Web was born’. Now, it is leading some of the 
most ambitious Grid projects in the world. 

CERN

European Organization  
for Nuclear Research

CH-1211 Geneva, Switzerland
Communication Group, January 2012
CERN-Brochure-2012-001-Eng

owned by many different organizations 
to access remote computers, software, 
and data efficiently and automatically 

to establish the identity of a user or re-
source, after defining conditions under 
which sharing occurs

using high-speed connections between 
computers to create a global Grid

to allow applications designed for one 
Grid to run on all others 

www.cern.ch

The Grid

The Worldwide LHC Computing Grid (WLCG), 
which was launched in 2002, provides a global 
computing resource to store and analyse the 
huge amounts of data collected by CERN’s Large 
Hadron Collider (LHC). The infrastructure built by 
integrating thousands of computers and storage 
systems in hundreds of data centres worldwide 
enables a collaborative computing environment 
on a scale never seen before, serving a commu-
nity of 10 000 physicists.

For more information on the Grid see: www.e-sciencetalk.org

The LHC produces in the order of one million gi-
gabytes of data per second. Thanks to sophisti-
cated and instantaneous selection systems, only 
0.00001% of these data are actually kept. How-
ever, even after such a drastic data reduction, 
25 petabytes per year – the equivalent of 5.3 mil-
lion DVD movies which would take a thousand 
years to watch – must be stored and analysed 
courtesy of the WLCG.
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The Grid takes its name 
from an analogy with the elec-

trical ‘power grid’. The vision is that, 
as when plugging in a computer, users 

should not have to worry about where 
the computing resources are coming 
from. In other words, users should treat 
the Grid as a utility from which they 

can tap computing power and ac-
cess storage on demand.

The World Wide Web was 
invented at CERN for the use of 

scientists who needed it to share 
information. Nobody involved could 
have imagined the myriad practical and 
commercial uses it has today. Similarly, 
though it is hard to imagine now, the 

Grid may be part of people’s daily 
lives in a decade.

How does it work? 
Although the Grid depends on the underlying hardware of 
the Internet—computers and communications networks—it 
is novel software that enables the user to access computers 
distributed over the network. This software is called ‘middle-
ware’, because it is conceptually between the operating sys-
tems software of the computer and the applications software 
that solves a particular problem. The middleware’s task is to 
organize and integrate the disparate computational resources 
of the Grid into a coherent whole. 

Grid computing: enabling global science
As science progresses, researchers face increasingly complicated prob-

lems that call for more and more computing power and data storage 
capacities. To aid their work, many scientists are relying on a technol-
ogy known as grid computing. This technology connects comput-
ers that are scattered over a wide geographic area, allowing their 
computing power to be shared. Just as the World Wide Web enables 
access to information, computer grids enable access to computing 
resources. These resources include data storage capacity, processing 

power, sensors, visualization tools and more.
Thus, grids can combine the resources of tens of thousands of differ-

ent computers to create a powerful computing resource, accessible from 
the comfort of a personal computer and useful for multiple applications, in  
science, business and beyond.

Why do grids matter?
The potential of grids is essentially unlimited. One day grid computing 
may allow the global network of computers to become one vast com-
puting resource. The reality is hardly less exciting. This technology 
makes new science possible. With access to more computing power 
than ever before, scientists use grids to study questions such as:

 What happened in the first moments of the Universe? 
 How will global warming change our Earth? 
 What new drugs could fight cancer or malaria?

Access to more computing power allows researchers to conduct 
studies that would not otherwise be feasible due to a limited budget 
or time constraints – a reality for most, if not all, researchers. 

Who uses the Grid?
The first major users of the Grid were physicists who needed 
phenomenal computing power to deal with vast amounts of 
data. Today the Grid helps researchers in many fields accom-
plish their daily work. 

Thousands of particle physicists use the Grid to capture and 
organise the data produced  by the Large Hadron Collider, a 
huge particle ac celerator located at CERN. Roughly 25 peta-
bytes (25 million gigabytes) will be archived and shared 
every year. 

Astrophysicists measure residual traces of radiation from the 
Big Bang with the help of satel lites and the Grid.

Clinicians can benefit from integration of innovative predic-
tive disease models, complex data visualization and knowl-
edge discovery applications thanks to the Grid. The goal is 
to support clinical decision making in cardiology, rheuma-
tology, neuro-oncology and neuro-sciences.

Biologists simulate millions of molecular drug candidates to 
see how they would interact with specific proteins. Unlock-
ing the secrets of the human genome calls on researchers to 
analyse the sequence of the three billion chemical units that 
comprise human DNA.

Earth-scientists keep track of the level of atmospheric ozone 
with satellite observations, downloading about 100 giga-
bytes of raw images per day. Simulating the future of the 
Earth’s climate is a task that requires huge processing power, 
which can be distributed over thousands of computers.

A strong driving force behind the Grid was the need for col-
laborative and multi-disciplinary applications in science and 
engineering, but similar types of applications are becoming 
fundamental in many other fields, such as entertainment, fi-
nance, industry and government. In Europe, the European 
Commission has co-funded much of the development of 
many projects to advance the development and adoption of 
Grid computing. National grid infrastructures are federated 
through the European Grid Initiative (EGI).

For the future, the grid community is increasingly exploring 
the possibilities offered by interoperability with supercom-
puting structures, volunteer grids and cloud systems. This 
blurring of boundaries has been driven by the needs of us-
ers, such as the fusion, high energy physics and life science 
communities who wish to use a range of resources and sys-
tems, and will surely gain importance in the future.



Security 

Uniform
Computing

Access

Uniform
Data

Access

Collaboration
and Remote
Instrument

Communi-
cation

servicesAuthentication
Authorisation

Unix & OGSA
Hosting

Grid
Information

Service

Storage
‘sensor’

Servers…
Supercomputer

Switches Routers

SONET / SDM
DWD

Applicatio
n &     

M
id

dl
ew

ar
e l

ay
er

Re
so

ur
ce

s l
ay

er

Network layer
se

rvice
ware layer        

         
   

The Grid takes its name 
from an analogy with the elec-

trical ‘power grid’. The vision is that, 
as when plugging in a computer, users 

should not have to worry about where 
the computing resources are coming 
from. In other words, users should treat 
the Grid as a utility from which they 

can tap computing power and ac-
cess storage on demand.

The World Wide Web was 
invented at CERN for the use of 

scientists who needed it to share 
information. Nobody involved could 
have imagined the myriad practical and 
commercial uses it has today. Similarly, 
though it is hard to imagine now, the 

Grid may be part of people’s daily 
lives in a decade.

How does it work? 
Although the Grid depends on the underlying hardware of 
the Internet—computers and communications networks—it 
is novel software that enables the user to access computers 
distributed over the network. This software is called ‘middle-
ware’, because it is conceptually between the operating sys-
tems software of the computer and the applications software 
that solves a particular problem. The middleware’s task is to 
organize and integrate the disparate computational resources 
of the Grid into a coherent whole. 

Grid computing: enabling global science
As science progresses, researchers face increasingly complicated prob-

lems that call for more and more computing power and data storage 
capacities. To aid their work, many scientists are relying on a technol-
ogy known as grid computing. This technology connects comput-
ers that are scattered over a wide geographic area, allowing their 
computing power to be shared. Just as the World Wide Web enables 
access to information, computer grids enable access to computing 
resources. These resources include data storage capacity, processing 

power, sensors, visualization tools and more.
Thus, grids can combine the resources of tens of thousands of differ-

ent computers to create a powerful computing resource, accessible from 
the comfort of a personal computer and useful for multiple applications, in  
science, business and beyond.

Why do grids matter?
The potential of grids is essentially unlimited. One day grid computing 
may allow the global network of computers to become one vast com-
puting resource. The reality is hardly less exciting. This technology 
makes new science possible. With access to more computing power 
than ever before, scientists use grids to study questions such as:

 What happened in the first moments of the Universe? 
 How will global warming change our Earth? 
 What new drugs could fight cancer or malaria?

Access to more computing power allows researchers to conduct 
studies that would not otherwise be feasible due to a limited budget 
or time constraints – a reality for most, if not all, researchers. 

Who uses the Grid?
The first major users of the Grid were physicists who needed 
phenomenal computing power to deal with vast amounts of 
data. Today the Grid helps researchers in many fields accom-
plish their daily work. 

Thousands of particle physicists use the Grid to capture and 
organise the data produced  by the Large Hadron Collider, a 
huge particle ac celerator located at CERN. Roughly 25 peta-
bytes (25 million gigabytes) will be archived and shared 
every year. 

Astrophysicists measure residual traces of radiation from the 
Big Bang with the help of satel lites and the Grid.

Clinicians can benefit from integration of innovative predic-
tive disease models, complex data visualization and knowl-
edge discovery applications thanks to the Grid. The goal is 
to support clinical decision making in cardiology, rheuma-
tology, neuro-oncology and neuro-sciences.

Biologists simulate millions of molecular drug candidates to 
see how they would interact with specific proteins. Unlock-
ing the secrets of the human genome calls on researchers to 
analyse the sequence of the three billion chemical units that 
comprise human DNA.

Earth-scientists keep track of the level of atmospheric ozone 
with satellite observations, downloading about 100 giga-
bytes of raw images per day. Simulating the future of the 
Earth’s climate is a task that requires huge processing power, 
which can be distributed over thousands of computers.

A strong driving force behind the Grid was the need for col-
laborative and multi-disciplinary applications in science and 
engineering, but similar types of applications are becoming 
fundamental in many other fields, such as entertainment, fi-
nance, industry and government. In Europe, the European 
Commission has co-funded much of the development of 
many projects to advance the development and adoption of 
Grid computing. National grid infrastructures are federated 
through the European Grid Initiative (EGI).

For the future, the grid community is increasingly exploring 
the possibilities offered by interoperability with supercom-
puting structures, volunteer grids and cloud systems. This 
blurring of boundaries has been driven by the needs of us-
ers, such as the fusion, high energy physics and life science 
communities who wish to use a range of resources and sys-
tems, and will surely gain importance in the future.
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The Grid is a service for sharing computer power and data storage capacity over the 
Internet. It goes beyond simple communication between computers, and aims ul-
timately to turn the global network of computers into one vast computational re-
source.

The impact of cutting edge IT technologies on 
the Grid is assessed in the CERN openlab. Through 
close collaboration with leading IT companies, 
CERN acquires early access to technology that is 
still several years from the commodity comput-
ing market. In return, CERN provides demanding 
data challenges to push these new technologies 
to their limits, and provides a neutral environ-
ment for integrating solutions from different 
partners to test their interoperability.

The CERN Data Centre, also known as the WLCG 
Tier-0, has around 65 000 processor cores in-
stalled, corresponding to about 20 per cent of the 
computing capacity used for LHC data analy sis. It 
also provides some 30 petabytes of disk storage 
capacity and 45 petabytes of tape storage capac-
ity. Optical fibre links working at multiples of 10 
gigabits per second connect CERN to each of the 
11 major data centres around the world, the first 
level or Tier-1 of the WLCG. 

The Grid at CERN
CERN is the place ‘where the Web was born’. Now, it is leading some of the 
most ambitious Grid projects in the world. 

CERN

European Organization  
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CH-1211 Geneva, Switzerland
Communication Group, January 2012
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owned by many different organizations 
to access remote computers, software, 
and data efficiently and automatically 

to establish the identity of a user or re-
source, after defining conditions under 
which sharing occurs

using high-speed connections between 
computers to create a global Grid

to allow applications designed for one 
Grid to run on all others 

www.cern.ch

The Grid

The Worldwide LHC Computing Grid (WLCG), 
which was launched in 2002, provides a global 
computing resource to store and analyse the 
huge amounts of data collected by CERN’s Large 
Hadron Collider (LHC). The infrastructure built by 
integrating thousands of computers and storage 
systems in hundreds of data centres worldwide 
enables a collaborative computing environment 
on a scale never seen before, serving a commu-
nity of 10 000 physicists.

For more information on the Grid see: www.e-sciencetalk.org

The LHC produces in the order of one million gi-
gabytes of data per second. Thanks to sophisti-
cated and instantaneous selection systems, only 
0.00001% of these data are actually kept. How-
ever, even after such a drastic data reduction, 
25 petabytes per year – the equivalent of 5.3 mil-
lion DVD movies which would take a thousand 
years to watch – must be stored and analysed 
courtesy of the WLCG.


